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I work for…



A little about me

As I said, my name is PJ.  Beyond being a developer for the last several years, I’m a dad, a husband, a musician, a coach, a conference speaker, and a karaoke 
enthusiast.  Also, I hail from Buffalo, NY.



Also…Prompt!

http://mhprompt.org

team@mhprompt.org

http://mhprompt.org
mailto:team@mhprompt.org


A little about Professor Turing

This is Alan Turing



A little about Professor Turing

This is not - this is a Hollywood-ized, archetype of what Alan Turing might have been like.  A great portrayal and an entertaining film, but not what we’re looking for.



A little about Professor Turing

So, let’s focus on the real Alan Turing.  Child prodigy, known as the father of computer science, a brilliant mathematician.  Turing concerned himself with breaking through 
data in the raw to manipulate it and translate it into something usable. While this was just one of his many accomplishments, it’s the one we’ll be focusing on for this talk.  
Turing was of a mind to use machines to sift through the information our human minds could do, but machines could do faster.  Our brains are pretty powerful, but we 
have limitations none the less.



Cryptography

Before big data, or anything we really conceive of as computerized data, the cryptographers, on both sides of World War II, worked on technology that was constantly 
shifting.  This meant repetitive iterations that needed to be configured and quantified on a rapid basis.  The level to which this was done, in order to break simple 
message encryption, was huge.  I would argue that this was the beginning of big data.



Enigma vs. Today

http://www.enigmaathome.net/

By today’s standards, the time it would take to configure the settings to break the Enigma machine (the machine Germany used to encode their messages), would still be 
significant.  To imagine what was being done with much less computing power in a shed in the 1940’s, in rural England, is truly mind blowing.  They had no 
microprocessors, no gigs of ram, no code written to break the code.  This was machines breaking the code of other machines.  If you’d like to try using modern 
techniques to break Enigma codes, checkout enigmaathome.net - Caution: it’s still not that easy.



After the War

After the war, people wanted to use some of the concepts Turing and his team developed on data collection and processing for finding new things. One, para-military 
kind of use that came about was collecting data in similar ways for the race to the moon. This is Margaret Hamilton with the code she forged for the Apollo and Gemini 
Missions…they hadn’t collected data yet, this is just the code.



Moving into the Modern

As machines came to be more powerful, the amount off information collected, naturally, grew and evolved. By the time the space shuttle missions came around in the 
1970’s, the ability to quantify and analyze the sheer amount of data from the original Gemini and Apollo missions was nearly impossible (mostly because it was 
inaccessible). The technology moved much faster than our ability to analyze the data collected. Machines allowed us to collect all the raw information we were looking 
for, but not to get the real information we were looking for.



Business Intelligence

In the 60’s and 70’s, the role of analytics became less military and more business. With big hitters like IBM and others jumping into the fold to use monitoring and analysis 
to serve a business need. To follow the trail of money so to speak, these companies began to use servers and mainframes to look at data in a whole new way. Suddenly 
information was a commodity, but we hadn’t yet begun to look at the data of the machines themselves.



“We can only see a short distance ahead, but 
we can see plenty there that needs to be done.”  

― Alan Turing

It would be foolish and dismissive to say this was caused by short sightedness.  At the time we just wanted to collect as much as possible.  GET ALL THE DATA!! But the 
cost is having tons of data and no way to process it.  We need to get better at this.  We need to understand what we have.



Enter: Big Data

Enter Big Data.  Capital letters.  One of the biggest buzzwords in our industry today.  But what qualifies as big data.  By definition big data is the exponential growth and 
availability of data, both structured and unstructured. That doesn’t really describe much though and seems to be really open ended.  If I have 40 GB of info in my 
database, is that big data?  What about 400?  What if I don’t have huge amounts of data, but it’s just a highly manipulated?



Big Data

There are some key elements we focus on when looking at big data.  Volume, Variety, Velocity, and Veracity. They’re called the four V’s. These elements combine to begin 
a determination on whether or not we actually have big data or if we just *think* we do.



Big Data: Volume

Volume is the easiest to tackle and understand.  When we refer to volume, we are talking about the amount of data.  With the average application, at it’s inception, we 
see very little volume in our data structures.  As things proceed, the volume scales up exponentially.  When we look at the example of Turing and the codebreakers, they 
thought the amount of raw, unprocessed data was nearly insurmountable at first.  In comparison to the average entertainment application today, a Netflix or Hulu, it was 
miniscule.  Even compared to the data collected by a connected device, like a Jawbone or a Nest thermostat, it wasn’t much.  Just a bunch of text files, right? So we 
need to have some perspective when we consider calling what we do Big Data.



Turing’s Volume

Messages traveling via telegraph at the time were in high volume. Think of the number of messages a business has on an average day. Emails, phone calls, texts…and 
compound that by 24 hours. We can conclusively say Turing met the volume criteria. 



Big Data: Variety

Variety is easy to define, if not easy to pinpoint what it means in a practical sense. What makes something seem like a diverse or different datapoint from a coder’s 
perspective may not seem so from a database administrator’s perspective.  This is often where Big Data breaks down.  Are we just storing strings and integers or are we 
working with the amalgamation of those bits and bobs to get richer information? Are we collecting visual data or audio as well as the standard integers, strings, and 
arrays?



Turing’s Variety

While it might seem that all Turing was dealing with was “military data”, which might lead one to believe there was little variety. But in truth, there is a large variety of data 
he and his team had to work with - troop movements, shipping lanes, day to day minutae, anything necessary to run an army. Given this information, it seems there was 
quite a variety of information to get through.



Big Data: Veracity

Veracity is the validity of our data.  Every company I’ve worked for has some sort of a trial or sign-up process.  Every company I’ve worked for has a bunch of crap data 
entered by people trying to take advantage of the system.  Recently, a company I was working with had a new sign up from a Mary Poppins from the “Very Nearly 
Perfect” company.  Apparently, Mary Poppins is a bitcoin miner.  This data is not truthful and therefore not of value.  When you strip away all the false data, are you still 
left with huge amounts?  You might have Big Data issues.



Turing’s Veracity

There is some beauty when it comes to this issue. They say pride cometh before the fall, and this was the case for the Germans. They thought their code machine, 
Enigma, was so unbreakable, they could provide all the coded “true data” they wanted without worry about getting caught. Luckily, the Brits had Turing, and he found the 
true words and exposed them for the benefit of the Allies.



Big Data: Velocity

Velocity is a word bandied about in Agile circles, but this velocity means something slightly different.  It involves how fast we are taking data in and, in turn, how fast that 
raw data is made valuable.  Raw data is not necessarily the Veracity we are looking for.  In the example of Turing’s codebreaking work, they took in data very quickly, but 
it was encoded and of no value until fed into the machines and manipulated into valuable information.



Turing’s Velocity

Again, with the idea of having no consequences, the data came in quickly and piled up just as quickly - even after the code had been broken by Turing’s machine, there 
were still massive numbers of messages flying about, information constantly coming in.



Lots of Data != Big Data

So Big Data may be an overused term.  We may collect data simply for authentication or tracking, but we don’t do much with it.  So while we may have tons of users, we 
don’t have a Big Data issue.  This is important, because when we speak of modern analytics, we are looking to see the value of data, not simply that it exists.  We need 
each of these “four v’s” to qualify for Big Data, but we don’t need Big Data to begin to see the value of analytics.



Where did the database go?

Part of the thing we need to consider in all this is what we carry all this data in.  The rise of the NoSQL solution lead to a lot of what we do and what we consider 
streamlined when it comes to the processing of Big Data.  But where do we get the right answers?  MongoDB, redis, sharding, data warehousing…so many techniques.  
And then there’s the newer relational database solutions to consider.  What’s right or wrong when it comes to Big Data?



Big Data and Analytics

The link between big data and analytical engines is clear.  If we go by the first of the four V’s, volume, we begin to understand why an abstraction layer between the 
massive amount of data itself and a representation of that data is necessary. Without something to process all the data, we are just functioning.  It’s great to have a 
functional application, but if you want it to grow, you need more.  You need to know why it’s working, how it should grow, what direction it needs to move in.



Modern Analytics

With the advent of Big Data and the push of more people using the applications we make everyday, there are more things needed than ever before to get the data we’re 
looking for. Some are better than others.  Some are flash in the pan and only as good as their longevity.  I speak from experience when I say some disappear faster than 
you might have a chance to get to use it.



No, I'm not interested in developing a powerful brain. All I'm 
after is just a mediocre brain, something like the President of 

the American Telephone and Telegraph Company. 
- Alan Turing

The first step in understanding analytics is getting a brief understanding of business intelligence.  We need to know what we are looking for.  In a way, this is where we, as 
developers, put the science back into computer science.  We create a hypothesis, we collect data and hope that our goals are being met.  If they don’t, we crunch all that 
big data to see how we can get to where we need to be. It’s a great cycle…and it’s just that: a cycle. It doesn’t end, unless we expect our application development to 
have and “end”



Modern Analytics: The Cloud

One of the key components to any analytics set up is use of cloud architecture.  Note: I’m not a huge fan of the word “Cloud”. It’s become to all encompassing, like Big 
Data.


This architecture can take the form of utilities and components separate from the general DevOps infrastructure being used for your applications, and should in order to 
avoid issues of polling or taking systems down simply so you can establish better dashboards.



Hadoop

The Apache Hadoop software library is a framework that allows for the distributed processing of large data sets across clusters of computers using simple programming 
models. It is designed to scale up from single servers to thousands of machines, each offering local computation and storage.



The numbers

Once you figure out what you’re pulling, you need to figure out what it means.  With Turing, he knew things were working, but without some sort of key, it was 
meaningless.  The same goes for your analytics setup.  If you go in with preconceived notions, you might find exactly what you are hoping to find.  At the same time, if 
you just look at numbers and data without any idea what it means it’s not incredibly helpful.  Luckily, there are people with expertise in looking at the data and 
deciphering what it means and how to benefit and make changes accordingly.



Modern Analytics: Open 
Source

• ElasticSearch, Logstash, Kibana 

• Cassandra 

• Kafka

An analytics engine can be coerced with a little bit of know how and the will to build your own unit.  For the startup, the best (read free) option are open source tools.  
Things like ElasticSearch, Cassandra, and Kafka can be pieced together to form informational analytics to grab both real time and historic data all in one place.  The 
caveat here is you’ll need some one with some knowledge of data manipulation to make these things function in a way that works for your setup.



Modern Analytics: Off The 
Shelf

• Logz.io 

• GreyLog 

• AppDynamics 

• Splunk 

• Loggly 

• SumoLogic

If you are able to work with a paid secondary service, there are great ways to get at and monitor your needs with off the shelf products.  Each of these things does 
something a little different but they offer a glimpse into what is going on with your data, your systems, and what needs to be done to break the code of your application 
and DevOps data.



Analytics: A Deployment

With the modern cloud setup we are seeing as more and more popular, it’s possible to get everything you need in a one stop, shop way.  There are services out there, like 
IBM’s Bluemix, that allow you all the access you need to process your data and serve it in ways that make sense to your organization.  The positive here is everything is 
one place.  Not 65 views in different browsers that you might be able to cobble together.  The negative is, sometimes these one stop shops limit what can and can’t be 
done.  We’re lucky enough to have the power of IBM and systems like Watson, but not all analytics engines are created equally.



Cognitive Insights

The concept of Cognitive Insights or predictive computing is on the advent of computing. The ability to predict issues based on the information gleaned from logs or from 
report of the system is key to the way things will need to work going forward. It’s short of Turing’s fully digital brain, but it’s a step in the right direction. This is where we 
often see some other buzzwords like AI and Machine Learning - what they real mean is we can use a machine to analyze the data and process it succinctly.



What this boils down to is an iterative cycle.  We bring in data, that leads to information that we analyze, we gain more information, more knowledge, and use that to 
change the system.  We adjust to the needs of the data, which of course creates new data and the cycle begins again.



Big Data is a Big Deal

Big data, as we’ve defined it, is a big deal. This is a shot of the big data landscape for 2017. It’s hard to see, but, clearly, a ton of organizations are working with Big Data 
problems. And they need to be solved.



Machine Learning

Beyond what Turing and his team were ever capable of, we’ve worked to get even closer to the root. Machine learning is a field of computer science that gives 
computers the ability to learn without being explicitly programmed. With machines doing the work for us, we can gain further insights into the data we are collecting, 
regardless of the numbers. Machines are faster than humans - let’s let them do the work.



The Emergence of AI

The next step to machine learning is, of course, artificial intelligence. AI is another buzzword that gets tossed around a bunch these days. Many companies will claim they 
have AI when what they really have is a simple algorithm that is not in fact learning. True AI, and Turing’s Test proves this, is still beyond our grasp. My apologies to Alexa, 
Siri, and Cortana…we just aren’t there yet.



The Turing Test

The Turing test, developed by Alan Turing in 1950, is a test of a machine's ability to exhibit intelligent behavior equivalent to, or indistinguishable from, that of a human.



Data Science!

All this leads to an even bigger buzzword - Data Science! From the time of Turing until now, and especially in the last few years, the concept of data science has grown 
from just measuring data and analyzing it to an entire side industry in tech. Data Science is huge and as your team discovers it may have big data issues, it may be time 
to look into getting an actual data scientist.



The Whole Burrito

So let’s put the pieces together - we look at the work of Turing from a perspective of analyzing data on a larger level. We look at how things progressed from analyzing 
military data, to business data, to the data of business and the information on the machines we use to make it all happen. But…



The Bad News

So…here’s the bad news…and I know people hate hearing this in tech talks, but there’s no right answer.  Finding the right DB solution for your analytics setup is like 
finding the right language to code your application in.  It’s about what feels safe, what you are comfortable with, and what WORKS.  Every setup is unique and for me to 
say there is one Golden Hammer for anything, application development, server setup, IDE, Big Data, or analytics would be…irresponsible at the best.



“Machines take me by surprise with great frequency.” 
-Alan Turing

We can’t always expect to avoid surprises or “gotchas”, but we can take in the right information, smart feedback, in order to avoid as many as possible.



Conclusion

We’ve come a long way in the world of computing.  A long way from when the idea of “32 MB being the most you’ll ever need”.  Alan Turing began our quest to get and 
process data.  We’ve moved from simple machines to the buzzword world of Big Data, Cloud Analytics, and Data Science.  As we move forward, we will see where this 
data takes us and how we can use it to make our world a better place.  We can use the tools at our disposable to gather the information that makes the next steps easier.
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